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Abstract—Quantum networking is poised to enable a dis-
tributed quantum Internet, connecting many quantum processors
to exchange information securely and efficiently. Quantum net-
works use quantum repeaters for long-distance communication
to mitigate the noise that accumulates over distance. However,
today’s quantum network protocols still face fundamental limita-
tions: most rely on establishing end-to-end entanglement before
teleportation, which is costly to establish and is extremely short-
lived. While hop-by-hop teleportation provides more flexibility,
existing designs assume ideal, noise-free conditions. In effect,
noise emerges as the fundamental bottleneck that affects the
scalability and reliability of multi-hop quantum transmission.

We present a verification-based quantum transmission (VBQT)
protocol that addresses noise as a first-class design goal. This
new protocol couples entanglement verification with a new hop-
by-hop teleportation protocol to deliver robust, long-distance
quantum communication. Our verification algorithm provably
detects and filters low-quality pair-wise entanglements, ensuring
that only high-fidelity pairs are used for communication. Once
multiple verified pairs are available, the transmission protocol
at each repeater decides which verified pair to use for pairwise
teleportation that is consistent across hops so that the destination
can recover the qubit successfully. Using the NetSquid simulator
under real experiment parameters, we show that VBQT improves
average qubit fidelity by up to 42.8% over end-to-end and 34.7%
over hop-by-hop teleportation, and increases goodput by up to
870% and 167 %, respectively. These results establish a practical
foundation for reliable, scalable quantum communication within
near-term quantum networks.

Index Terms—Noisy quantum networks; Entanglement verifi-
cation; Qubit transmission

I. INTRODUCTION

Quantum networks enable the exchange of quantum infor-
mation (qubits) between quantum processors. Unlike classical
communication, qubits cannot be copied or amplified due to
the no-cloning principle [1]]. These networks teleport qubits
between processors using a quantum phenomenon called en-
tanglement [2] (see §I-A). Such networks can support a
broad range of applications that go far beyond the capabilities
of classical networks, including secure communication [J3]],
distributed quantum computing [4]], precise clock synchroniza-
tion [5]], and efficient agreement on distributed data [6].With
considerable advances in quantum technology, quantum net-
works have moved beyond theory, and several studies have
demonstrated successful entanglement distribution or telepor-
tation of qubits between quantum processors [7[], [8].

Despite these advances, scaling quantum communication
over long distances is still extremely challenging, as generating
entanglements over such long distances is close to infeasible.

Therefore, quantum repeaters are employed as relays that
divide long links into shorter segments and are commonly
categorized into first, second, and third generations [9]. First-
generation repeaters rely on heralded entanglement genera-
tion [10]. Second- and third-generation designs incorporate
quantum error correction on encoded qubits to mitigate er-
rors [[11], [12]. While these later generations may be consid-
ered as promising long-term solutions, they are far from being
practical and are not yet feasible in the near term [13], [[14].
Therefore, this work focuses on protocol-level approaches for
scalable multi-hop quantum communication within realistic
first-generation settings.

In this setting, End-to-end entanglement has emerged as
the cornerstone of network protocol design [[15] and has been
adopted by most recent long-distance quantum communication
protocols [[16]|—[|18]]. In this approach, each pair of nodes in the
path share an entanglement and use entanglement swapping to
create an end-to-end entanglement between the source and des-
tination. The end-to-end entanglement approach is analogous
to classical circuit switching: it requires successfully executing
entanglement swapping along the entire path before commu-
nication can begin. However, negotiating these entanglements
is time-consuming and imposes strict timing and resource
constraints, especially when more repeaters are involved. More
importantly, entanglements are extremely short-lived [15]],
[19]; therefore, once the entanglement is established using the
long and arduous process, it must be used immediately; if not,
entanglement decoherence occurs, and one has to start over.

An alternative approach is to create pairwise entanglements
between nodes and teleport the qubit hop-by-hop through
repeaters, thereby relaxing the strict synchronization required
by end-to-end swapping by allowing each repeater to operate
locally. However, this means that each intermediate repeater
performs recovery operations, which adds considerable noise
and delay. Some works [20], [21] address this problem using
a technique called deferred recovery, where each repeater only
measures its two local qubits, forwards the two measured
classical bits to the destination, and leaves the final correction
to be applied only once at the end. However, deferred recovery
has only been analyzed in terms of algebraic correctness over
a single EPR pair per link, assuming a noise-free scenario.

In this work, we propose a Verification-Based Quantum
Transmission (VBQT) protocol that addresses noise as a first-
class design goal. VBQT builds on the conceptual founda-
tion of deferred recovery using hop-by-hop teleportation, in



combination with verification. Of course, existing protocol
designs have used both deferred recovery [20], [21] and
verification [22]-[24], but they are employed in isolation, rely
on idealized noise-free assumptions, and do not address the
practical challenges that arise when combining them.

First, VBQT introduces a novel verification protocol that
ensures that teleportation is performed only over verified high-
ﬁdelit entanglement pairs. In quantum communication, the
fidelity of an entangled pair cannot be known without measure-
ment; yet measurement destroys the entanglement itself. To
this end, entanglement verification aims to determine whether
a set of entangled pairs maintains sufficiently high fidelity for
reliable teleportation without consuming all available pairs.
Existing verification approaches [22]-[24]] focus on ideal,
noise-free settings and only test whether the shared state
is perfectly entangled, rejecting any deviation as unusable.
Such a judgment is impractical in noisy networks where
fidelity gradually decays rather than collapsing completely. To
overcome this limitation, we design a noise-aware verifica-
tion protocol. Given a batch of entangled pairs and a target
fidelity threshold, the proposed verification design employs
a controlled-unitary operation, sacrificing a small number of
entanglement pairs to verify the remaining entanglements.
Consequently, each quantum node uses only verified, high-
fidelity pairs for teleportation, significantly improving relia-
bility in the presence of noise and limited coherence.

However, the introduction of verification makes the hop-
by-hop teleportation and deferred recovery more complicated
because when multiple verified pairs are available, each re-
peater must decide within the qubits’ limited coherence time
which pair to use for teleportation. In our second contribution,
we design a forwarding protocol that enables fast local pair
selection and guarantees end-to-end consistency under noise.
Specifically, the protocol assigns each forwarding instance a
lightweight identifier and uses a hop-local attempt counter
to handle pre-measurement replacement when a selected pair
expires or fails. This design allows repeaters to retry lo-
cally before any Bell-state measurement is performed, without
restarting the end-to-end process or generating duplicate mea-
surement outcomes.

In effect, our approach redesigns the network and link layers
of the quantum network stack for reliable multi-hop quantum
communication (Fig. [T). While Fig. [I] includes the conven-
tional stack for context [15[], our contributions are reflected by
the changes in Fig. [I(b), namely link-layer entanglement veri-
fication and network-layer deferred-recovery forwarding. This
redesign shifts quantum forwarding from end-to-end entan-
glement swapping to a hop-by-hop deferred-recovery model,
enabling localized quality control and recovery from noise
and failures. Together, link-layer verification and network-
layer forwarding form a practical protocol design for noisy
repeater networks. We focus on improving reliability along a
single known path between a source and a destination over
multiple repeaters; integrating routing, multi-path forwarding,
and traffic multiplexing is left for future work.

'Fidelity quantifies the similarity between quantum states. In the context
of entanglement, it measures how well an entangled state has been preserved,
which directly affects teleportation success.

We implement the proposed protocol stack on Net-
Squid [25], a discrete-event simulator that models quantum
processes with high fidelity and has been validated against
real quantum hardware [15[]. Compared to evaluations based
on custom numerical simulators [[16], this allows our experi-
ments to capture realistic quantum behavior more faithfully.
We further extend NetSquid to support concurrent verified
communication over multiple quantum repeaters to simulate
larger-scale quantum networks.
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Fig. 1. (a) The network stack design [15] adopted by several existing quantum
network designs. (b) Re-designed network stack highlighting the components
addressed in this paper, namely noise-aware link-layer entanglement verifica-
tion and network-layer hop-by-hop forwarding with deferred recovery.

Our evaluations show that the proposed VBQT improves
both transmission qubit fidelity and goodput compared to
the state-of-the-art end-to-end and hop-by-hop approaches.
VBQT improves average fidelity by up to 42.8% over end-to-
end entanglement and 34.7% over straightforward hop-by-hop
teleportation. It also increases goodput by 870% and 167%,
respectively, as verified-pair selection ensures that only high-
fidelity entanglement is used while minimizing losses from
decoherence. These results confirm that our proposed VBQT
enables both reliable and efficient qubit forwarding under
realistic noise conditions. As quantum technologies continue to
evolve, we must start focusing on the scalability and practical
implementation of quantum networks. This work is a step
towards this goal.

II. BACKGROUND AND RELATED WORK
A. Background: What is a qubit?

Qubits. A qubit, the basic unit of quantum information,
exists in systems like superconducting circuits, trapped ions,
and photons. Unlike a classical bit that can only be in one
of two states (0 or 1), a qubit can exist in a superposition
of these basis states. Its state is described by a normalized
complex vector |¢) = «|0) + 3 |1), where |a|? + |B]? = 1.
Here, superposition means the qubit can be “in” both |0) and
|1) simultaneously, with complex amplitudes « and £.

The qubits are prone to decoherence due to environmental
noise and the finite coherence times of quantum memory.
Therefore, over time, the fidelity of qubits or quantum states
degrades due to factors such as depolarization (when a qubit
or state is stored in memory) and channel attenuation (when
it travels through optical fibers).

Measurement. To extract information from a quantum state,
one performs a measurement, which mathematically corre-
sponds to projecting the state onto a specific set of possible
outcomes, thereby “collapsing” the state to one of those
outcomes. In the case of two qubits, an important type of
measurement is the Bell state measurement (simply called
measurement in the rest of the paper).




B. Background: How are qubits transmitted?

Direct transmission. A straightforward method for quantum
communication is the direct transmission of qubits, such as
via optical fibers or free-space channels. It is commonly
used in applications of distributing entanglement and quantum
key distribution (QKD) [26], where qubits are sent directly
between neighboring nodes. However, this approach is limited
to short distances because transmission loss and decoherence
increase exponentially with distance [15].

Entanglement and Teleportation: Because of the fragility of
direct qubit transmission, quantum communication is usually
achieved using entanglement. Entanglement indicates that a
joint quantum correlation cannot be written as a product of
single-qubit states. An Entanglement pair is also known as an
Einstein—Podolsky—Rosen (EPR) pair.
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Fig. 2. An example of teleportation.
The sender and receiver first share an entangled pair or

the EPR pair, each holding one qubit. The sender performs
a Bell-state measurement on the data qubit and its half of
the EPR pair, yielding two classical bits (z,x) that describe
the measurement outcome. These bits are sent to the receiver
over a classical channel, which then applies corresponding
corrective operations on its qubit to reconstruct the original
quantum state. This procedure, illustrated in Figure 2] is known
as quantum teleportation.

C. Related Work: Long-Distance Quantum Networks

Achieving reliable quantum communication over long dis-
tances is a central goal of quantum networking. However,
severe channel loss and noise make direct transmission im-
practical at scale, motivating the use of quantum repeaters to
extend entanglement over multiple hops. Existing protocols
follow either an end-to-end entanglement or a hop-by-hop
forwarding design.

a) End-to-End Entanglement via Swapping.: The cor-
nerstone of state-of-the-art quantum network design is ex-
tending teleportation across multiple hops through end-fo-end
entanglement, which is established between distant nodes via
quantum repeaters using entanglement swapping. Figure [3]
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Fig. 3. The quantum swapping process that shows how end-to-end
entanglement is established.

illustrates the process for three nodes. Nodes A-B and B-C

each share an EPR pair. Node B then measures its two qubits,
which projects A and C' into an entangled state. The classi-
cal outcomes (z,x) are sent to C, which applies corrective
operations to finalize entanglement with A. Afterward, node
C sends an acknowledgment message back to A to confirm
that the long-distance entanglement is ready for use. Once this
end-to-end pair is established, teleportation of a qubit requires
only transmitting two classical bits from the measurement.

Dahlberg et al. [15] is the earliest work to design a quantum
network stack, which is based on the idea of end-to-end
entanglement. Building on this foundation, Shi and Qian
[16] propose an entanglement routing protocol tailored to the
network layer. Subsequently, most studies have widely adopted
the end-to-end approach to quantum transmission, considering
both noise-free [27], [28] and noisy [[18]], [29]], [30]] scenar-
ios. Studies that consider noise typically employ purification
techniques [31] to enhance the fidelity of quantum states.
However, this approach requires strict synchronization across
all nodes, which limits efficiency, reduces resource utilization,
and hinders scalability to larger networks. Moreover, under
realistic noise, once a long-distance entanglement link breaks,
the entire process must restart from the beginning.

b) Hop-by-hop Teleportation.: There does exist a simpler
approach for multi-hop communication, which is to teleport
the qubit hop-by-hop along the path. There are two possible
ways to achieve this: (i) Immediate recovery. Each repeater
applies corrective quantum operations locally and forwards
the recovered qubit to the next hop. But repeated corrections
across hops accumulate delay and noise, limiting scalability.
(ii) Deferred recovery [20], [21] Each repeater forwards only
its two classical outcomes to the destination, without applying
any local correction. The destination then computes the aggre-
gate parity (zo®x1 Dxe B3, 20D 21D 2eP23) and performs
a single correction to reconstruct the original qubit. However,
this mechanism is only described in abstract, considering a
single-EPR per link without providing any details on how
one can define the execution flow, handle noise, or perform
synchronization.
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Fig. 4. Two strategies for hop-by-hop teleportation: (i) immediate recovery
at each repeater and (ii) deferred recovery at the destination.

III. MOTIVATION AND DESIGN OVERVIEW

We first discuss the shortcomings of existing designs and
then provide an overview of our approach.

A. Shortcomings of existing approaches

Although the end-to-end entanglement paradigm offers sev-
eral advantages, it also presents several significant disadvan-
tages and challenges.

a) Short-Lived Entanglement: End-to-end quantum com-
munication relies on an entangled chain that must be es-
tablished and consumed within a short coherence window.
The coherence time depends on the physical platform and



conditions, ranging from tens of microseconds [32] to tens
of milliseconds [33]]. For example, under a depolarization rate
of 63,109 Hz derived from experimental data [|19]], the fidelity
of a single EPR pair drops from 1 to 0.42 within 20 ps. Due to
the no-cloning theorem, if teleportation fails after this decay,
the original quantum state must be regenerated.

b) Synchronization and Resource Consequences: Short
coherence directly induces strict end-to-end synchronization:
every hop must succeed within the same window, and the
completed chain must be used at once. Any segment failure
or extra delay breaks the chain, forcing a full restart. Dur-
ing each attempt, all repeaters along the route reserve their
quantum memories exclusively for this operation, leaving them
unavailable to others; repeated resets amplify both latency and
resource wastage. As path length grows, the probability that all
segments concurrently succeed collapses, making end-to-end
teleportation increasingly impractical at scale.

Hop-by-hop teleportation eliminates the need for strict syn-
chronization in end-to-end swapping by allowing each repeater
to act locally. However, current hop-by-hop approaches are
simply insufficient or underspecified. As discussed earlier, the
immediate recovery approach incurs cost at each intermediate
node. The deferred recovery is only described at an algebraic
level and has only been described for noise-free scenarios. As
we discuss later, there are several practical challenges that need
to be overcome to implement the deferred recovery protocol.

B. Entanglement Availability

Beyond these, both techniques face a more fundamental
limitation in terms of the uncertainty of entanglement avail-
ability. The fidelity of EPRs decays due to the unavoidable
environmental noise. Meanwhile, for successful teleportation
(either end-to-end or hop-by-hop), the entanglements need
to meet the fidelity threshold. Uncertainty arises because (i)
EPR generation is stochastic, (ii) stored EPRs decohere while
waiting because they have short coherence times, and (iii)
the fidelity of an EPR cannot be checked non-destructively,
leaving nodes without per-pair quality information.

Existing works mainly use entanglement purification [31]
to improve the entanglement fidelity. However, purification is
not a magic wand. While it probabilistically improves entan-
glement fidelity, it cannot guarantee the quality of any specific
pair. Given finite memory coherence and asynchronous oper-
ation, relying solely on purification risks forwarding a qubit
on a low-fidelity entanglement, leading to loss.

C. Design Overview

To address these limitations, our approach centers on ver-
ification, which we treat as the cornerstone for operating
effectively in the presence of noise. The verification stage
confirms, just before use, that the EPR pairs still meet the
fidelity threshold required for reliable teleportation.

Existing verification methods [22[|-[24]] were designed for
idealized settings and typically perform a binary test of
whether a state is perfectly entangled, rejecting all non-
ideal states as failures. Such approaches overlook gradual
fidelity variations and provide no quantitative bounds on the
usable pairs, rendering them unsuitable for noisy, large-scale

networks. Moreover, most existing algorithms are destructive;
they consume and destroy the entanglement in the process
of verification. Recent advances enable the simultaneous gen-
eration of multiple entanglement pairs between neighboring
nodes [34]. Our verification process leverages these advances
and generates several entanglement pairs. The algorithm then
sacrifices a small number of entanglement pairs to verify the
fidelity of the remaining pairs, so that only high-fidelity entan-
glements are used for transmission. If all entanglement pairs
have low fidelity, the nodes will generate more entanglements
to be used for transmission.

However, this verification model makes the transmission
protocol more complex. Existing quantum communication pro-
tocols implicitly assume one entangled link per hop, making
hop-by-hop teleportation completely deterministic. In contrast,
as shown in Fig. 5] VBQT’s verification process produces
multiple verified entangled pairs on each link, all potentially
usable for teleportation. When an information qubit arrives,
the intermediate repeater must select one verified pair for
forwarding; without a consistent selection rule, different nodes
may choose incompatible pairs, causing the destination’s final
correction to fail. This ambiguity marks a fundamental shift
from traditional single-pair teleportation frameworks. VBQT
resolves this challenge through deterministic pair selection and
hop-local attempt tracking, which together ensure that each
committed measurement outcome remains correctly bound to
the selected verified pair and the corresponding information
qubit.
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Fig. 5. Ambiguity in EPR-pair selection after verification. Each link maintains
several verified EPR pairs. Upon receiving an information qubit, the repeater
must select one verified pair, a challenge absent in traditional single-pair
teleportation.

In Section [[V] we describe the verification algorithm and in
Section [V we present the VBQT protocol that executes trans-
mission correctly when multiple verified pairs are available.

IV. ENTANGLEMENT VERIFICATION

Before teleportation can proceed, the communicating nodes
must ensure that their shared entangled pairs have sufficiently
high fidelity to enable reliable qubit transfer. This procedure,
known as entanglement verification, has been extensively stud-
ied in the context of quantum complexity, including works on
Bell inequalities and communication complexity. The typical
setting is as follows: Given multiple copies of a quantum
state p, one is promised that the state is either the maximally
entangled state |®)(®| or a state orthogonal to it. The task is
to distinguish between these two cases.

To account for the noisy nature of realistic quantum net-
works, an ideal verification protocol for network communica-
tion must therefore satisfy two key requirements:

« Reliable fidelity estimation: reliably distinguish usable,
high-fidelity entanglement from degraded, low-fidelity
states to prevent transmission failures.



o Nondestructive operation: preserve high-quality entan-
glement for subsequent teleportation, ensuring that the
post-verification state retains high fidelity.

Therefore, we formulate a more general entanglement ver-
ification problem: given a quantum state p, decide whether
its entanglement fidelity is above a prescribed threshold or
significantly degraded.

Designing such a verification algorithm is challenging. Any
direct measurement collapses the entangled state and destroys
the very resource it aims to assess. Moreover, fidelity degrades
continuously rather than in a binary fashion, so an effec-
tive verifier must provide a quantitative confidence estimate
without measuring or consuming every pair. Verification must
thus be nondestructive and statistical to operate within the
coherence window of the underlying hardware.

Motivated by the existing works, we developed a verification
Algorithm [I] that adapts the process to noisy conditions and
verifies whether the shared n pairs of qubits between two
nodes A and B, denoted as p in Hilbert space LR R, effectively
represent n EPR pairs with high fidelity.

e Our algorithm consumes only a small fraction of the
available noisy entangled pairs to verify the quality of
the remaining large portion.

o It does not rely on the i.i.d. (independent and identically
distributed) assumption.

o By modifying the control unitary W, the protocol can
flexibly set the desired fidelity threshold.

o It operates under realistic conditions—requiring only
noisy teleportation rather than perfect teleportation.

o It directly verifies the overall entanglement fidelity of the
system, rather than the average fidelity.
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Fig. 6. The example of non-destructive entanglement verification process: use
minimal entanglement to teleport qubits in @ and measure on the receiver’s
side.

a) Verification algorithm overview: A  high-level
overview of the verification protocol is illustrated in Figure [6]
Assume that two nodes A and B share a set of entanglement
pairs represented by L and R. A wants to verify the fidelity of
these entangled pairs so that they can be used for teleportation.
A will now create a small set of m entangled pairs, which
will be used to verify the fidelity of the larger set L — R. The
verification algorithm at A starts with performing a quantum
operation on one-half of the entangled qubits that need to
be verified (L) and the qubits that will be sacrificed for the
verification process, m. The m qubits are used to teleport the
result of the quantum operation to B. At B, the quantum node
performs a set of quantum operations to verify the fidelity of
the set of entanglement pairs L-R. If the entanglement fidelity

of L-R and the m copies of states exceeds a prescribed
threshold, determined by W, the measurement outcome of
B will be “accept” with high probability. Conversely, if the
entanglement fidelity falls significantly below this threshold,
the measurement outcome of B will be “reject” with high
probability.

b) Details of the verification algorithm: Here, we de-
scribe Algorithm |1 in more detail. The input to the algorithm
is n pairs of qubits between two nodes A and B, denoted as
p. The goal of this algorithm is to verify the fidelity of p.

In Steps 1 and 2, Alice prepares an m-qubit register in the
equal-superposition state |). She then applies a controlled
unitary W on register m and register L. In Step 3, she teleports
the register m to Bob using pre-established noisy EPR pairs,
denoted by o, which have entanglement fidelity F),. In the next
step, Bob receives the teleported qubits m, he applies W*, on
m and R. Finally, Bob measures register a and accepts the
state p only if the outcome is |7), rejecting it otherwise.

The set of unitaries {U;}2", used in the protocol forms a
quantum expander [24f], a family of unitary operations that
rapidly “mix” quantum states in a similar way to classical
expander graphs. The quantum expander guarantees that the
algorithm’s unique fixed point consists of multiple entangled
EPR pairs, exactly the goal of entanglement verification. Uni-
tary operations are fundamental to quantum systems, serving
as the computational steps in quantum computing, which
is typically performed through sequences of simple unitary
transformations.

Algorithm 1 High fidelity EPR Verification

Input: A preshared state p between Alice and Bob on L ® R. € €
(0,1).

Output: Verify whether p is close to |®,) ($y| or not using addi-
tional m pairs of nosiy EPRs o.

1: Alice prepares the register [ consisting m qubits in the state
1

om .
In) = o Doz [9)-
: Alice applies the unitary W = 37" |i)(i| ® U; to [ ® L.
: Alice teleports the register [ to Bob using o.
: Bob applies W* (the complex conjugate of W) to [ ® R.
: Bob performs a projective measurement on [ with projector |n) (7|

and I — [n)(n|. .
: Bob outputs “Yes" for outcome |1)(n| and “No" otherwise.

[ N NN o)

[=)}

1) Analysis: The protocol suggests that a relatively small
m shared noisy EPR pairs, o, is leveraged to authenticate
a substantially larger n batch of EPR pairs, denoted as p.
The question is, if the verification algorithm passes, then
can we guarantee that the shared state, as well as the post-
measurement state, has high entanglement fidelity?

We show, for the most standard noise model and in the
high dimension regime (large m and n), high entanglement
fidelity in p and o increases acceptance, while low fidelity
leads to rejection. the acceptance probability of our protocol
satisfies Pyecept ~ F,F,. We demonstrate that for high-
quality p and o, the post-measurement state pgccept retains
high entanglement fidelity, essential to mitigate entanglement
collapse from quantum measurements. Specifically, we have

1—-64
1-36

F(paccepta |(I)n)> > . (1)



where ¢ is an upper bound of the trace distance of p and n-
qubit EPRs, and that of ¢ and m-qubit EPRs. Trace distance
quantifies the distinguishability between quantum states and is
closely related to fidelity [2]].

Algorithm (1| aligns with our objective: it employs m pairs
of noisy EPRs to verify n pairs of noisy EPRs with m < n. If
both have high entanglement fidelity, the algorithm will accept,
and the quantum state, after measurement, will still retain high
entanglement fidelity. Otherwise, the algorithm will reject with
a high probability. Due to space limitations, the detailed proof
is omitted here and will be included in the full version.

V. VERIFICATION-BASED QUANTUM TRANSMISSION
PROTOCOL DESIGN

This section describes how VBQT forwards qubits when
multiple verified EPR pairs exist between neighboring nodes.

A. Challenges

Even with verified high-fidelity EPR pairs available from
the link layer, forwarding quantum information across multiple
hops remains challenging under tight physical and timing
constraints.

The core difficulty lies in the low-latency assignment of
verified EPRs. Each repeater maintains a buffer of verified
pairs while several information qubits may be awaiting trans-
mission. When a forwarding request arrives, the repeater must
quickly decide which verified pair to consume for that qubit,
before the verified pair decoheres. This decision must be made
with minimal local computation and coordination overhead,
since any delay or complex negotiation risks exceeding the
coherence window.

The second challenge is maintaining path consistency. Once
an EPR is chosen at one hop, all subsequent hops must use
compatible identifiers and outcomes to ensure that the destina-
tion’s aggregated correction remains valid. If mismatched pairs
are used across hops, even small timing skews can break the
logical mapping between quantum and classical data, leading
to end-to-end failure.

Hence, the protocol must achieve low-overhead, per-hop
EPR assignment and maintain consistency throughout the
forwarding process, ensuring correctness and progress within
each pair’s finite coherence lifetime.

B. Design Ideas

To address these challenges, VBQT builds on three core
design ideas that turn multi-hop teleportation into a distributed
yet consistent process.

(1) On-demand verified binding. Responding to the la-
tency challenge, each repeater selects an EPR pair locally and
only when a forwarding request arrives, avoiding any pre-
allocation or synchronization overhead.

(2) Identifier-based consistency. To prevent mismatches
across hops, each forwarding attempt is labeled by a
lightweight identifier binding the EPR pair and all measure-
ment outcomes to the same information qubit. This ensures
consistent association of classical and quantum data along the
path.

(3) Attempt-based local replacement. When a selected
EPR pair fails or expires before the measurement, the repeater

increments a hop-local attempt counter and selects another
verified pair. Since no measurement has been performed, no
classical outcome is generated for the abandoned attempt.
Once the measurement is committed, the hop is sealed.

These ideas form the foundation of the VBQT forwarding
protocol, which we formalize next.

C. Network-layer Forwarding Design

Building on these design ideas, we now define the precise
forwarding semantics of VBQT. Each hop performs verified,
on-demand teleportation using local buffers of verified pairs,
while ensuring end-to-end consistency through identifier tag-
ging and hop-local attempt counters.
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Fig. 7. Example of VBQT message flow. Each hop selects a verified pair,
performs a Bell-state measurement upon reservation, and forwards outcomes
with a forwarding identifier and local attempt counter. If the pair expires
before measurement, the hop retries locally without generating outcomes.

a) Protocol flow: The forwarding design proceeds as
follows. The source initiates a forwarding request, and the
first repeater performs a BSM between the input qubit and
a locally verified entangled pair. After a hop successfully
commits, the teleported state (up to a Pauli frame) is logically
held by the next node, which then becomes the input for the
following hop. Each repeater starts its local forwarding only
after receiving the classical outcomes from the previous hop.
If the selected verified pair expires or fails before the BSM
is executed, the repeater retries locally with another verified
pair without restarting the end-to-end process. Once the BSM
is executed, the input qubit is irreversibly consumed, and the
hop is sealed. After the final hop completes, the destination
aggregates the classical outcomes from all hops and applies
a single corrective operation to reconstruct the original qubit.
This sequential execution eliminates cross-hop coordination
races while preserving local retry capability. Algorithm
summarizes the execution, and Figure[/|illustrates the message
flow.

b) Identifiers: Each forwarding instance is identified
by id = (flow, seq), where flow denotes a logical channel
between a fixed source—destination pair, and seq is the index
of the information qubit transmitted on that flow. In addition,
each hop ¢ maintains a local attempt counter a;, which
is incremented whenever the repeater replaces its selected
verified pair due to expiration or failure before executing the
BSM.



¢) Per-hop operations: For each link (v;,v;11) and for-
warding attempt id, a repeater maintains the state of its local
half of the verified entangled pair:

o Verified: The pair is available in the buffer and passes
verification.

o Reserved: The pair has been selected for the next BSM
and tentatively bound to id; no other id may use it.

e Consumed: The BSM has been performed for id; out-
comes (x;, z;) have been generated and appended to the
downstream record.

e Expired: The pair’s coherence lifetime has elapsed prior
to consumption.

e Failed: The pair failed due to a link or measurement error
and cannot be used.

If the pair decoheres or an error occurs before commitment,
it transitions to Expired/Failed, and is excluded from future
allocations. Background events may also directly move a
Verified pair to Expired or Failed.

Algorithm 2 VBQT Sequential Forwarding Protocol (at Re-
peater and Destination Nodes)

Input: Forwarding request (id, Gin, Ti—1, 2i—1)
Output: Successful recovery of the transmitted qubit at the
destination

1: if v; is a repeater node then

2: Wait until classical outcomes (z;_1,2;—1,d) from
hop ¢ — 1 are received

3: Apply Pauli frame correction to obtain the local input
state iy

4 a; + 0

5 while true do

6: p < Reserve(id) from verified queue (FIFO)

7 if p = () then

8 Wait until a verified pair becomes available

9: end if

10: if p expires or fails before BSM then

11: a; < a;+1

12: Continue

13: end if

14: (24, 2;) < BSM(¢in, p)

15: Commit(id, (x;, i, a;))

16: Send (z;, z;, a;, id) to downstream node v; 1

17: break

18: end while

19: else > Destination node v,

20: Wait until classical outcomes (z;, z;, a;,id) from all
hops are received

21: For each hop i, retain the record with the largest sealed
a;

22: Compute aggregated results: © <« @, z;, 2z
D,z

23: Apply corrective operation X*Z# on the received
qubit

24: Send END-ACK to source

25: end if

Two per-hop actions govern these transitions: 1. Re-

serve(id): Atomically selects one Verified pair, marks it as Re-
served for id, and returns a handle to its local half. Reservation
fails if no verified pair exists. A Reserved pair is time-bounded:
if its coherence budget expires before use, it auto-transitions
to Expired. 2. Commit(id, BSM_out = (x;, 2;, a;)): Executes
the BSM using the Reserved pair for id and atomically: (i)
records the sealed outcome (z;, z;, a;, id) into the downstream
record, (ii) transitions the pair to Consumed, and (iii) seals
the hop for id, preventing duplicate or replayed commits.
A repeater sends classical outcomes (x;,z;) only after a
successful BSM. If the reservation fails or the selected pair
expires before measurement, no outcomes are generated or
transmitted; only the local attempt counter is incremented.

d) Verified-pair selection rule: Each verified EPR pair
is assigned a link-local pair identifier during entanglement
generation or verification, and both endpoints maintain the
same ordering. When multiple verified pairs are available,
Reserve(id) atomically selects the earliest unreserved and un-
expired pair according to this order. This FIFO rule minimizes
decision latency, prevents duplicate use, and ensures that both
endpoints refer to the same physical EPR pair without extra
coordination.

e) Attempt-based replacement: Local replacement is trig-
gered only if a verified pair expires or fails before the BSM is
executed. In this case, no measurement has been performed,
and the local input qubit remains intact. The repeater incre-
ments its local attempt counter a; and retries with another
verified pair. Once a BSM is executed and committed, the
input qubit is irreversibly consumed, and the hop is sealed; no
further replacement is possible at that hop.

f) Concurrency and ordering: Nodes may process mul-
tiple flows and qubits concurrently. Classical outcomes are
matched by the identifier id = (flow, seq), not by arrival order.
For a fixed id, forwarding is sequential across hops: hop i
starts only after hop ¢—1 has committed. Within a hop, local
retries caused by pair expiration or failure are distinguished by
a hop-local counter a;. If multiple records (z;, 2, a;,id) are
received, only the one with the largest sealed a; is kept. Once a
BSM is committed, the input qubit is consumed, and the hop is
sealed, preventing further replacement. This preserves physical
consistency while allowing concurrency across different flows.

g) Destination aggregation: At the destination, classical
outcomes are organized by identifier id = (flow, seq). For
each hop ¢, the destination retains the record with the largest
sealed local attempt counter a;. When records from all hops
have been collected, the destination computes the aggregated
classical bits © = €, z;, z = €P, zi, applies the correc-
tive operation X”*Z7%, and reconstructs the transmitted qubit.
After successful recovery, the destination issues an end-to-
end acknowledgment (END-ACK) over the classical channel,
which confirms completion of the teleportation process and
triggers the release of any remaining reserved entanglement
resources along the path. If consistent records from all hops
are not available, no corrective operation is applied, and no
acknowledgment is issued; the source may re-initiate trans-
mission at the application layer.



D. Design Insights and System Integration

VBQT unifies link-layer operations and network-layer for-
warding into a continuous pipeline together to complete the
end-to-end pipeline (see Fig. [g).

At the link layer, repeaters continuously execute a distribu-
tion—verification pipeline to maintain high-fidelity EPR pairs.
At the network layer, verified pairs are dynamically bound to
information qubits for sequential teleportation, following the
semantics in Section [V-C. This layered design divides respon-
sibility cleanly: The link layer guarantees entanglement qual-
ity, while the network layer ensures logical consistency and
progress. Together, they make VBQT a deployable framework
for reliable multi-hop quantum transmission under realistic
noise and timing constraints.
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Fig. 8. Integration of link-layer verification and network-layer forwarding in
VBQT.

VBQT does not include entanglement purification because
its goal is to verify EPR usability before transmission, rather
than to improve fidelity. Purification can be beneficial under
certain conditions, but its additional communication overhead
and memory usage may cause stored qubits to decohere before
the benefit is realized. We therefore focus on verification as
the practical mechanism for ensuring usable entanglement.

E. Discussion and Advantages

a) Execution correctness: VBQT ensures safe and live
forwarding through per-hop semantics and attempt-based re-
placement. For each ¢d, a hop consumes at most one verified
pair and one input qubit, ensuring single-use correctness.
Failed pre-measurement attempts are distinguished by a hop-
local counter, while only sealed attempts are retained for
destination recovery. Thus, stale outcomes cannot affect re-
construction, and forwarding can continue locally without a
global path reset.

b) System-level advantages: VBQT makes hop-by-hop
teleportation deployable in noisy, memory-limited networks.
First, entangled pairs are bound only when a hop is ready,
avoiding end-to-end memory locking and improving schedul-
ing flexibility. Second, local pair expiration or failure can
be handled through pre-measurement replacement, avoiding
full-path restart under decoherence. Third, VBQT relies only
on local buffer management, verification, hop-local retry, and
classical metadata already exchanged for teleportation, avoid-
ing centralized scheduling or global state synchronization.

VI. PERFORMANCE EVALUATION

We evaluate our system using NetSquid [25[, a discrete-
event simulator widely regarded as one of the most faithful
platforms for modeling quantum networks. Real-world exper-
imentation remains highly constrained due to limited access to
quantum hardware, making simulation essential for effective
analysis, similar to the role it played in early wireless net-
working research. NetSquid’s quantum processes are validated

against physical models and experimental data [15]], enabling
realistic modeling of noise, latency, and hardware constraints.
We further adopt parameters from real-world experiments
to improve fidelity. In addition to empirical evaluation, we
analyze the verification algorithm numerically. The extended
NetSquid implementation is publicly available

A. NetSquid implementation

Protocol Stack

Classical Communication ¢——b
Signals >
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g
R
g

Fig. 9. The protocol stack over NetSquid.

Fig[| depicts a layered protocol stack implemented in
NetSquid to simulate quantum communication. From bottom
to top, GenEntanglement creates raw entangled pairs, while
EntanglementHandler manages local entanglement resources
and coordinates with Verification or Swapping when required.
These modules implement the link- and network-layer func-
tions used by VBQT and the baselines, including entanglement
management, verification, and swapping where applicable.
At the top, Transportation coordinates qubit teleportation or
acknowledgments. MessageHandler on the left facilitates the
necessary classical communication signals and message han-
dling between modules, ensuring synchronization and correct
operation throughout the protocol stack.

We simulate a network with verification that has multiple
nodes, with each hop having the same distance. For this
simulation, we assume that the path between the source and
destination is pre-determined and static. Although some stud-
ies explore significantly larger domains, such as a 100 kx 100 k
grid with 100s of nodes [16]], current quantum networks remain
limited to small-scale testbeds with only a few nodes [10],
[35]. Furthermore, these large-scale simulations are custom-
built using purely numerical methods, which means that they
cannot realistically replicate the quantum constraints and the
quantum process.

The quantum memory capacity at each repeater is set to 14
qubits, following the memory requirement of one verification
round on both adjacent links of an intermediate repeater.
Verification uses a register of size m = 3, chosen for the
quantum Margulis expander [36], and verifies B = 4 EPR
pairs per batch. Thus, each link requires m + B = 7 memory
qubits, and an intermediate repeater requires 2(m + B) = 14
qubits for its upstream and downstream links.

This setting is also chosen for simulation feasibility. The
controlled-unitary used in verification acts on m + B qubits,

Zhttps://github.com/SBUNetSys/quantum-simulation
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and our dense-matrix implementation scales as O(4™+5),
making larger m or B computationally expensive. Exploring
larger batches with sparse or state-vector implementations is
left for future work.

B. Evaluation Setup

TABLE I

PARAMETERS FOR EVALUATION.
Parameter Value
EPR Memory Depolar. Rate 8641 Hz [19]
Quantum Channel Depolar Rate 63109 Hz [19]
Measurement and Readout Time | 3 us [15]
Photon Loss Rate 0.2 dB/km [[15]
Communication speed 2.06 x 108 m/s [[15]

from 0.67 to 0.49, respectively, due to accumulated channel
noise and memory decoherence across multiple hops, whereas
VBQT remains stable around 0.70 by filtering out low-fidelity
entanglement through verification.

Similarly, goodput decreases with network size for all
schemes as more hops reduce successful entanglement rates
and increase coordination overhead. However, VBQT con-
sistently outperforms the baselines by maintaining a higher
fraction of usable entanglement, decreasing only from 42
to 24, and achieving 860% and 167% higher goodput than
End-to-End and Hop-by-Hop at 10 nodes, respectively. These
results demonstrate that VBQT scales more favorably for long
multi-hop paths.

1) Parameters: Table |I| summarizes the simulation param-
eters, which are drawn from real experiments and established
benchmarks.

2) Benchmark Protocols: We evaluate the performance of
the following protocols:

e End-to-End refers to end-to-end entanglement for telepor-

tation, established via a standard entanglement-swapping
tree with a swapping success rate of 0.8 [16].

o Hop-by-Hop refers to deferred recovery: repeaters for-
ward only BSM outcomes, and the destination applies
one final correction. This stronger baseline avoids the
gate noise and delay accumulated by immediate recovery
at every repeater.

e VBQT refers to our proposed transmission protocol

3) Performance Metrics: We evaluate our protocols using
the following metrics.

o Average Qubit Fidelity: The average transmitted qubit’s
fidelity over 1000 runs fy. This indicates the quality of
transmission. By definition, when a qubit’s fidelity is
close to 0.5, it becomes not useful for further operations,
as they cannot be retained for subsequent tasks [31].

o Goodput: The fraction of transmitted qubits (out of 1000
trials) whose end-to-end fidelity exceeds 0.7 per mi-
crosecond, reflecting effective network throughput. Since
practical experiments report fidelities around 0.70-0.72
over tens of kilometers [[10], [35]], we adopt 0.7 as the
fidelity threshold.

C. Evaluation Results
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1) Effects of Increasing Nodes: Fig. [I0] shows the impact
of network size on average qubit fidelity and goodput under a
depolarization rate of 8641 Hz and a node distance of 1 km.
As the number of nodes increases from 3 to 10, the fidelity
of End-to-End and Hop-by-Hop drops from 0.62 to 0.52 and
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Fig. 11. Average goodput and fidelity with increasing inter-node distance

under different network sizes (3 nodes and 5 nodes) with a depolarization
rate of 8641 Hz.
2) Network Node Distance Effects: Fig. [I1] shows the im-

pact of increasing inter-node distance on goodput and average
fidelity under different network sizes (3 and 5 nodes) with
a depolarization rate of 8641 Hz. The fidelity of End-to-End
and Hop-by-Hop drops to about 0.55 (3 nodes) and 0.50 (5
nodes) due to stronger channel noise and memory decoherence
over longer links, whereas VBQT remains stable around 0.70
by filtering out low-fidelity entanglement through verification,
yielding a relative improvement of about 30% and 35%.
Fig.[IT|c) and (d) show that goodput decreases with distance
for all schemes as entanglement generation becomes less
reliable, but VBQT consistently outperforms the baselines
by maintaining a higher fraction of usable entanglement,
achieving up to 170% and 40% higher goodput than End-to-
End and Hop-by-Hop at larger distances. These results indicate
that VBQT scales more favorably with physical distance.
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Fig. 12. (a) Averaée)transmitted qubit’s fidelity with a netEJV())rk size of 3 nodes,
depolar rate of 24483 Hz, and increasing node distance. (b) The goodput with
a network size of 3 nodes, depolar rate of 24483 Hz, and increasing node
distance.



3) Effects of Depolarization Rate: The depolarization rate
models the probability that an entangled qubit undergoes
random Pauli errors per unit time, and is commonly used
to capture hardware noise in quantum memories and optical
channels. To evaluate robustness under severe hardware noise,
we test VBQT with a higher depolarization rate of 24483 Hz,
corresponding to the Baihua quantum platform [37]]. Fig.
reports the results for a 3-node network with inter-node
distances from 1 km to 5 km.

As shown in Fig.[12[a), End-to-End and Hop-by-Hop suffer
noticeable fidelity degradation under higher noise, dropping
to about 0.52 at longer distances, while VBQT remains stable
around 0.70. Similarly, Fig.[I2(b) shows that although goodput
decreases with distance for all schemes, VBQT consistently
achieves the highest throughput, demonstrating strong toler-
ance to increased depolarization through verified forwarding.
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Fig. 13. Transmission time evaluation. (a) End-to-end transmission time as

a function of network size. (b) Amortized per-qubit transmission time under
different VBQT batch sizes.

4) Transmission Time: Fig. [I3[a) compares transmission
time as the network size increases. Latency grows for all
schemes due to additional entanglement generation, local
operations, and classical coordination on longer paths. Hop-
by-Hop achieves the lowest latency by avoiding verification,
while VBQT incurs moderate verification overhead but re-
mains significantly faster than End-to-End, which suffers the
highest latency. The improved fidelity (Fig. comes at the
cost of additional verification time, slightly reducing effective
goodput compared to hop-by-hop forwarding. This overhead
is mainly due to the probabilistic verification process, which
trades throughput for higher transmission reliability.

Importantly, the increased transmission time does not deco-
here the data qubit itself. After the first-hop BSM, the original
input qubit is consumed; subsequent forwarding operates on
the teleported state at each next node, with classical outcomes
propagated as Pauli-frame information. Therefore, correctness
depends on local coherence times at each repeater rather than
the end-to-end delay. VBQT thus explicitly trades additional
verification latency for higher fidelity and stable goodput under
realistic noise.

Fig. [[3(b) further illustrates the amortization effect of
VBQT under batched verification. Although verification intro-
duces non-negligible setup overhead, the average transmission
time per qubit decreases from 13.06 us at batch size 4 to
7.82 us at batch size 8. A larger batch size amortizes the one-
time costs of entanglement generation and verification over
more data qubits, thereby reducing the steady-state per-qubit
latency. However, this benefit comes at the cost of higher
quantum memory demand, as larger batches require more
verified EPR pairs to be buffered concurrently at each repeater.

D. Numerical evaluation of the verification algorithm

In this subsection, we analyze the performance of the veri-
fication protocol. More precisely, we examine the relationship
between the acceptance probability, the fidelity of the post-
verified state, and the fidelities of the to-be-verified 2n-qubit
p and the consumed m noisy entangled pairs o, for small m.

We choose quantum Margulis expanders [36] with m = 3.
The numerical analysis applies to quantum states affected by
depolarizing noise, the most commonly used noise in network
hardware models and simulators.

Paccept : Faccept = anFa' + pr + CFU + da (2)
Poceept = 2P, Fy +yF, + 2F, +t. 3)

where Pjccept denotes the acceptance probability, and Ficcept
represents the entanglement fidelity of verified quantum state
conditional on acceptance (both bounded by 1). Our finding
suggests that a and x are the dominant coefficients for large
n. This can be interpreted as the quantitative counterpart of
the fact that perfect EPR pairs of (p, o) are the only fixed
points of our protocol, with a perfect acceptance probability.
The protocol reduces all other states in different directions. For
numerical results, we set n = 10, Fig[T4]depicts the acceptance
probability P,ccept and the fidelity Fccept of the verified EPR
pairs as functions of F,, with F; held constant while F}, varies
continuously. Notably, as shown by the dashed line in Fig[T4]
(b), for a wide range of F), the fidelity of the verified EPR
pairs upon acceptance exceeds F),, the entanglement fidelity
before verification.
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Fig. 14. For m = 3 and n = 10, (a) acceptance probability and (b) fidelity of
the verified entangled state (conditional on acceptance) are shown as functions
of I}, for fixed Fy. Higher I and F), improve both metrics.

Our numerical results show that, for a fixed fidelity of
the noisy state o used in teleportation, both the acceptance
probability and the resulting entanglement fidelity increase
with the fidelity of the target entangled state p. Moreover, these
results highlight the effectiveness of the proposed protocol in
enhancing fidelity through the verification process.

VII. CONCLUSION

This paper presents Verification-Based Quantum Transmis-
sion (VBQT) that enables reliable quantum communication in
noisy environments. It shows that reliable multi-hop quantum
communication can be achieved in realistic noisy networks by
explicitly verifying, rather than assuming, the availability of
high-fidelity entanglement before teleportation. This closes the
uncertainty gap left by existing purification-based approaches.



VBQT further makes deferred recovery operational by spec-
ifying how verified pairs are selected and committed across
repeaters, turning an algebraic concept into an executable pro-
tocol that tolerates noise and asynchrony. Evaluation results on
the NetSquid simulator confirm that VBQT sustains higher fi-
delity and goodput under varying depolarization rates and dis-
tances. Beyond these results, this work establishes a protocol-
level foundation for reliable quantum networking, bridging the
gap between idealized teleportation models and deployable
systems. It opens several research directions, including the
trade-off between verification accuracy and resource overhead
(e.g., entanglement consumption, latency, and classical coordi-
nation), as well as extensions to network-level settings such as
routing, multi-path forwarding, and traffic multiplexing. These
directions are essential for scaling from single-path reliability
to full-fledged, multi-user quantum networks.
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